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The	  Emergence	  of	  Machine	  Learning	  as	  a	  
Rupture	  technology	  for	  Ar9ficial	  Intelligence	  	  

	  
A	  scien9fic	  community	  devoted	  to	  Ar9ficial	  Intelligence	  (AI)	  was	  
created	  in	  the	  1950s.	  
	  
AOer	  a	  euphoric	  period	  in	  the	  1980s,	  AI	  was	  declared	  “dead”.	  
	  
Since	  2010,	  the	  popular	  media	  increasingly	  claim	  that	  we	  are	  in	  
an	  AI	  revolu9on.	  	  
	  
What	  changed	  between	  1980	  and	  2010?	  	  
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The	  Emergence	  of	  Machine	  Learning	  as	  a	  
Rupture	  technology	  for	  Ar9ficial	  Intelligence	  	  

Outline:	  	  
•  History	  of	  Paradigms	  for	  Ar9ficial	  Intelligence	  
•  Perceptrons,	  	  Neural	  Networks	  and	  Back-‐Propaga9on	  
•  Convolu9onal	  Networks	  and	  Deep	  Learning	  
•  Genera9ve	  Networks	  and	  auto-‐encoders	  
•  Transformers	  and	  Self-‐Supervised	  Learning	  
•  What	  happens	  next?	  
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Ar9ficial	  Intelligence	  (AI)	  

Intelligence	  according	  to	  Turing:	  	  
Human-‐level	  performance	  at	  (text-‐based)	  interac9on.	  

	  
The	  Turing	  Test:	  If	  a	  human	  cannot	  reliably	  discriminate	  
between	  a	  machine	  and	  a	  human	  using	  text-‐based	  interac9on	  
then	  the	  machine	  is	  said	  to	  to	  be	  intelligent.	  	  
	  

4	  

The	  Turing	  Test:	  An	  imita9on	  game	  	  
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Ar9ficial	  Intelligence	  (AI)	  

Modern	  technologies	  allow	  us	  to	  extend	  Turing’s	  defini9on	  to	  tasks	  
requiring	  percep9on,	  ac9on,	  communica9on	  or	  interac9on.	  
	  
Intelligence:	  Human-‐level	  performance	  at	  tasks	  requiring	  

percep9on,	  ac9on,	  communica9on	  or	  interac9on.	  
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The	  Turing	  Test:	  An	  imita9on	  game	  	  
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AI	  as	  a	  Modern	  Scien9fic	  Discipline	  

The	   modern	   scien9fic	   domain	   emerged	   in	   the	   1960s	   as	   a	  
convergence	   of	   Cogni9ve	   Science,	   Logic,	   Planning,	   Pacern	  
Recogni9on,	   Image	   Processing	   and	   other	   fields,	   driven	   by	   the	  
emergence	  of	  Computer	  Science.	  	  

6	  

AI	  Pioneers	  at	  the	  Dartmouth	  Symposium	  (1956)	  



Rosenblac’s	  Perceptron	  (1958)	  
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Perceptron:	  Learning	  algorithm	  for	  a	  linear	  decision	  surface.	  	  
	  
Problems:	   	  (1)	  Could	  only	  classify	  pacerns	  	  

	   	   	  (2)	  Required	  labeled	  training	  data	  for	  supervised	  learning.	  
	   	   	  (3)	  Required	  linearly	  separable	  proper9es	  for	  classes.	  	  

	  
If	  the	  training	  data	  was	  not	  linearly	  separable,	  	  the	  algorithm	  would	  not	  terminate	  



Evolution of Artificial Intelligence 
From Pattern Recognition to Deep Learning 

Dominant Paradigms for Artificial Intelligence:  
•  Pre-1960: Automata and Pattern Recognition  
•  1960-1985: Planning, problem solving 
•  1975-1990: Expert systems, symbolic reasoning 
•  1985-2000: Logic programming, theorem proving  
•  1995-2010: Bayesian methods, Semantic Web 

Three Fundamental Barriers to AI:  
  (1) Insufficient Labeled Data for Supervised Learning. 
  (2) Insufficient Computing Power. 
  (3) Prohibitive Cost of Encoding Domain Knowledge. 
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Expert	  System	  Design	  Process	  (1980)	  

Example:	  MYCIN	  –	  An9bio9c	  Therapy	  Advisor	  (Feigenbaum	  et	  al	  1980).	  	  
Domain	  expert	  worked	  with	  SoOware	  Engineer	  to	  build	  system.	  	  

	  
Fundamental	  Problem:	  	  

Prohibi9ve	  cost	  of	  genera9ng	  domain	  knowledge.	  	  
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Ar9ficial	  Neural	  Networks	  (1975-‐1990)	  
Mul9-‐layer	  Perceptrons	  with	  Learning	  using	  Back-‐propaga9on	  

10	  

Ar9ficial	  Neural	  Networks	  (1975-‐1990)	  –	  Two	  innova9ons	  
1) Mul9-‐layer	  perceptrons	  with	  soO	  decision	  surface	  	  
2) Learning	  with	  Back-‐Propaga9on	  (distributed	  gradient	  descent).	  

Provided	  a	  simple	  alterna9ve	  to	  symbolic	  compu9ng	  

x1 

x3 

x2 

+1 
Layer L1 

Layer L2 

Layer L0 

+1 



Ar9ficial	  Neural	  Networks	  	  

Important	  Innova9on	  in	  the	  1970’s:	  SoO	  	  decision	  func9on.	  
A	  soO	  (differen9able)	  decision	  func9on	  makes	  it	  possible	  to	  learn	  
from	  errors	  using	  Gradient	  Descent.	  	  

z = wixi + b
i=1

N

∑

a = f z( )

 

f (z) =σ (z) = 1
1+ e−z

Decision:	  Sigmoid	  func9on	  	  
a = f wixi + b

i=1

N

∑
"

#
$

%

&
'

dσ (z)
dz

=σ (z)(1−σ (z))

x1 

x2 

+1 

z f(z) 

…
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w2 
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11	  



x1 

x2 

+1 
…
	  

w1 

b 
Δb

δ

δm

Δw1

Δw2
w2 

Back-‐propaga9on	  is	  Gradient	  Descent	  

δout = a− y( )

{ym}{
!
Xm}Training	  Data:	  	  M	  samples	  	  	  	  	  	  	  	  	  	  labeled	  with	  indicator	  Variables	  	  	  

Gradient	  descent:	  	  A	  	  first-‐order	  itera9ve	  op9miza9on	  algorithm	  
for	  finding	  the	  minimum	  of	  a	  func9on.	  	  
Used	  to	  determine	  the	  best	  weights	  and	  bias.	  	  
Scalable	  to	  any	  quan9ty	  of	  training	  data.	  	  

C(
!
Xm ,
!
w) = 1

2
(am

out − ym )
2

a
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Generalized	  to	  Mul9-‐Layer	  Networks	  
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Artificial Neural Networks  
 

7-9 

This can be generalized to multiple layers.  For example:  
 

 
   

! 

! 
h (! x m )  is the vector of network outputs (one for each class).  

 
Each unit is defined as follows:  

 
The notation for a multi-layer network is  
   

! 

! a (0) =
! 
X  is the input layer. 

! 

ai
(0) = Xd     

 l is the current layer under discussion.  
 N(l)  is the number of activation units in layer l. N(0)  = D 
 i,j,k Unit indices for layers l-1, l and l+1:   i→j→k 
 

! 

wij
(l ) is the  weight for the unit i of layer l-1 feeding to unit j of layer l.  

 

! 

aj
(l )   is the activation output of the jth unit of the layer  l 

 

! 

bj
(l )   the bias term feeding to unit j of layer l. 

 

! 

zj
(l ) = wij

(l)ai
(l"1) +bj

(l)

i=1

N ( l"1)

#   is the weighted input to jth unit of layer l 

 f(z) is a non-linear decision function, such as a sigmoid, tanh(), or soft-max 
 

! 

aj
(l ) = f (zj

(l ) ) is the activation output for the jth
 unit of layer l 

 
For layer l this gives:  

 

! 

zj
(l ) = wij

(l)ai
(l"1)

i=1

N ( l"1)

# +bj
(l)    

! 

aj
(l ) = f wij

(l)ai
(l"1) +bj

(l)

i=1

N ( l"1)

#
$ 
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' 
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and then for l+1 :  

 

! 

zk
(l+1) = wjk

(l+1)aj
(l)

j=1

N ( l )

" +bk
(l+1)  

! 

ak
(l+1) = f wjk

(l+1)aj
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(l+1)

j=1

N ( l )

"
# 
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!a (3) = f ( f (.... f (wij
(1)
!
Xi +bj

(1) )))

Recursive	  Feed-‐Forward	  	  calcula9on	  	  

aj
(l ) = f wij

(l )ai
(l−1) + bj

(l )

i=1

N ( l−1)

∑
#

$
%%

&

'
((

A Neural Network is a distributed algorithm using propagation of 
activation energy,  enabling arbitrary scale networks using SIMD 
parallel computing.  

Hebbian representation:  
propagation of activation energy	  



Network	  Training	  with	  Gradient	  Descent	  
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Consider	  a	  2-‐layer	  network	  with	  one	  unit	  at	  each	  layer.	  

Network	  has	  4	  parameters:	  	  	  

a(1)z(1)w(1)

f (z(1) )

+1 

b(2)b(1)

a(2)z(2)x

f (z(2) )

w(2)

+1 

C = 1
2
a(2) − y( )

2

a(2) = f (w(2) f (w(1)X +b(1) )+b(2) )

The	  gradient	  of	  the	  cost	  with	  respect	  to	  the	  parameters,	  ∇	  C	  
tells	  how	  much	  to	  correct	  each	  parameter.	  	  

!
∇C = ∂C

∂
!w
=

∂C
∂w(1)

∂C
∂b(1)

∂C
∂w(2)

∂C
∂b(2)

#

$

%
%
%
%
%
%
%
%
%
%

&

'

(
(
(
(
(
(
(
(
(
(

=

∆w(1)

∆b(1)

∆w(2)

∆b(2)

#

$

%
%
%
%%

&

'

(
(
(
((

!w = (w(1) ,b(1) ,w(2) ,b(2) )

Cost	  of	  using	  w	  	  to	  es9mate	  y	  from	  X	  is	  :	  

The	  deriva9ves	  are	  computed	  	  
with	  the	  chain	  rule:	  	  

∆w(1) = ∂C
∂w(1)

=
∂C
∂a(2)

⋅
∂a(2)

∂z (2)
⋅
∂z (2)

∂a(1)
⋅
∂a(1)

∂z (1)
⋅
∂z (1)

∂w(1)



Back-‐propaga9on	  expresses	  the	  chain	  rule	  as	  a	  	  
backward	  flow	  of	  correc:on	  energy	  (SIMD)	  
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∇C = ∂C
∂
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The	  Gradient	  tells	  how	  much	  to	  correct	  each	  parameter	  to	  minimize	  the	  cost.	  	  

The	  deriva9ves	  are	  computed	  with	  the	  chain	  rule:	  	  

Back-‐propaga9on	  expresses	  the	  chain	  rule	  as	  backward	  flow	  of	  correc:on	  energy,	  δ	  :	  	  

Δw(1) = δ(1) ⋅ X = δ(2) ⋅w(2) ⋅ ∂a
(1)

∂z (1)
%

&
''

(

)
**⋅
∂z (1)

∂w(1)

∆ b(1)
a(1)z (1)∆ w(1) ∆w(2)

a(2)z (2)

∆b(2)

δ(out ) = (a(2) − y)δm
(2)δm

(1)

X

Δb(1) = δ(1) = δ(2) ⋅w(2) ⋅ ∂a
(1)

∂z (1)
%

&
''

(

)
**⋅
∂z (1)

∂b(1)

1	  X

∆w(1) = ∂C
∂w(1)

=
∂C
∂a(2)

⋅
∂a(2)

∂z (2)
⋅
∂z (2)

∂a(1)
⋅
∂a(1)

∂z (1)
⋅
∂z (1)
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Generalized	  to	  Mul9-‐Layer	  Networks	  
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δ j
(l ) =

∂f (z j
(l ) )

∂z j
(l )

wjk
(l+1)δk

(l+1)

k=1

N ( l+1)

∑

Δwij
(l ) = ai

(l−1)δ j
(l )

Δbj
(l ) = δ j

(l )

Correc9on	  energy	  for	  unit	  j	  of	  layer	  l	  
computed	  recursively	  from	  level	  l+1	  
by	  back	  propaga9ng	  a	  correc9on	  energy	  

Correc9on	  of	  weight	  i	  of	  unit	  j	  at	  layer	  (l)	  

Correc9on	  for	  bias	  of	  unity	  j	  at	  layer	  (l)	  

b(l) 
a(l) z(l) 

+1 

δ(l) δk
(l+1) 

δK
(+1l) 

w1
(l+1) 

wk
(l+1) 

wK
(l+1) 

a(l-1) 

δ1
(l+1) 

Back-‐Propaga9on	  computes	  the	  correc9on	  
terms	  as	  a	  backward	  	  flow	  of	  correc9on	  energy.	  	  
This	  is	  a	  parallel	  (scalable)	  SIMD	  algorithm.	  	  



Generalized	  to	  Mul9-‐Layer	  Networks	  

Training	  requires	  massive	  compu9ng	  with	  massive	  data.	  
	  
Difficul:es:	  	   	  •	  	  Network	  has	  thousands	  of	  parameters	  
(1980’s) 	   	  •	  	  Training	  data	  is	  very	  noisy.	  	  

	   	   	   	  •	  	  Loss	  func9on	  has	  local	  minima	  
	  

Artificial Neural Networks  
 

7-9 

This can be generalized to multiple layers.  For example:  
 

 
   

! 

! 
h (! x m )  is the vector of network outputs (one for each class).  

 
Each unit is defined as follows:  

 
The notation for a multi-layer network is  
   

! 

! a (0) =
! 
X  is the input layer. 

! 

ai
(0) = Xd     

 l is the current layer under discussion.  
 N(l)  is the number of activation units in layer l. N(0)  = D 
 i,j,k Unit indices for layers l-1, l and l+1:   i→j→k 
 

! 

wij
(l ) is the  weight for the unit i of layer l-1 feeding to unit j of layer l.  

 

! 

aj
(l )   is the activation output of the jth unit of the layer  l 

 

! 

bj
(l )   the bias term feeding to unit j of layer l. 

 

! 

zj
(l ) = wij

(l)ai
(l"1) +bj

(l)

i=1

N ( l"1)

#   is the weighted input to jth unit of layer l 

 f(z) is a non-linear decision function, such as a sigmoid, tanh(), or soft-max 
 

! 

aj
(l ) = f (zj

(l ) ) is the activation output for the jth
 unit of layer l 

 
For layer l this gives:  

 

! 

zj
(l ) = wij

(l)ai
(l"1)

i=1

N ( l"1)

# +bj
(l)   

! 

aj
(l ) = f wij

(l)ai
(l"1) +bj

(l)

i=1

N ( l"1)

#
$ 

% 
& & 

' 

( 
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and then for l+1 :  

 

! 

zk
(l+1) = wjk

(l+1)aj
(l)

j=1

N ( l )

" +bk
(l+1)  

! 

ak
(l+1) = f wjk

(l+1)aj
(l) +bk

(l+1)
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Ar9ficial	  Neural	  Networks	  (1975-‐1990)	  
Mul9-‐layer	  Perceptrons	  with	  Back	  Propaga9on	  Learning	  
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Problems:	  	  	  
1) Black	  Box	  (unexplainable,	  unpredictable	  behavior)	  
2) Difficult	  to	  reproduce	  
3) Cost	  of	  Learning	  (data	  and	  computa9on)	  grow	  exponen9ally	  	  
with	  number	  of	  Layers	  

Neural	  networks	  were	  (mostly)	  abandoned	  in	  the	  1990s	  in	  favor	  
of	  mathema9cally	  sound	  Bayesian	  machine	  learning.	  	  

Artificial Neural Networks  
 

7-9 

This can be generalized to multiple layers.  For example:  
 

 
   

! 

! 
h (! x m )  is the vector of network outputs (one for each class).  

 
Each unit is defined as follows:  

 
The notation for a multi-layer network is  
   

! 

! a (0) =
! 
X  is the input layer. 

! 

ai
(0) = Xd     

 l is the current layer under discussion.  
 N(l)  is the number of activation units in layer l. N(0)  = D 
 i,j,k Unit indices for layers l-1, l and l+1:   i→j→k 
 

! 

wij
(l ) is the  weight for the unit i of layer l-1 feeding to unit j of layer l.  

 

! 

aj
(l )   is the activation output of the jth unit of the layer  l 

 

! 

bj
(l )   the bias term feeding to unit j of layer l. 

 

! 

zj
(l ) = wij

(l)ai
(l"1) +bj

(l)

i=1

N ( l"1)

#   is the weighted input to jth unit of layer l 

 f(z) is a non-linear decision function, such as a sigmoid, tanh(), or soft-max 
 

! 

aj
(l ) = f (zj

(l ) ) is the activation output for the jth
 unit of layer l 

 
For layer l this gives:  

 

! 

zj
(l ) = wij

(l)ai
(l"1)

i=1

N ( l"1)

# +bj
(l)    

! 

aj
(l ) = f wij
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#
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and then for l+1 :  
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Three Fundamental Barriers to AI 

 
(1)  Insufficient training data  
(2)  Insufficient computing power   
(3)  Prohibitive cost of encoding domain knowledge  
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Enabling Technologies 

Overcoming the three fundamental Barriers:  
 
(1)  Insufficient training data  

⇒ Planetary scale data from the internet and the WWW 
⇒ Data from realistic simulations 

(2)  Insufficient computing power   
⇒ Moore’s Law, GPUs, massively parallel computing 

(3) Prohibitive  cost of encoding knowledge  
⇒ Generalized Deep Learning 

20	  



Le	  Net5	  -‐	  1994	  

!

7-‐level	  convolu9onal	  network	  by	  Yann	  LeCun	  	  in	  1998.	  	  
State	  of	  the	  art	  for	  recognizing	  	  hand-‐wricen	  numbers	  on	  checks.	  
	  
Ignored	  by	  the	  Machine	  Learning	  and	  Computer	  Vision	  communi9es	  
un9l	  around	  2010.	  	  
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Convolu9onal	  Neural	  Networks	  

Single	  Recep9ve	  Field	  per	  layer	  

zl+1(x, y) = al (u− x,v− y)
u,v
∑ wl (u,v)

!zl+1(x, y) =
!al (u− x,v− y)

u,v
∑ wl (u,v)

Mul9ple	  Recep9ve	  Fields	  per	  layer	  

Convolu9onal	  networks	  reduce	  the	  number	  of	  parameters	  to	  learn	  	  
and	  increase	  the	  amount	  of	  training	  data.	  	  	  
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AlexNet	  2012	  

!

Created	  by	  Alex	  Krizhevsky	  and	  Geoff	  Hinton	  (based	  on	  LeNet)	  
Won	  the	  ImageNet	  Large	  Scale	  Visual	  Recogni9on	  Challenge	  	  in	  2012	  
by	  a	  large	  margin	  with	  an	  error	  of	  around	  15%	  	  
	  
Triggered	  a	  paradigm	  shiO	  for	  Computer	  Vision,	  Speech	  Recogni9on,	  
Machine	  Learning	  and	  (more	  recently)	  Ar9ficial	  Intelligence.	  	  
	   23	  



ImageNet	  Large	  Scale	  Visual	  Recogni9on	  
Challenge	  	  in	  2012	  	  
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VGG	  2015	  

!

Karen	  Simonyan	  and	  Andrew	  Zisserman,	  	  Oxford	  Visual	  Geometry	  Group	  
Published	  at	  ICLR	  2015,	  Available	  in	  Github,	  Tensorflow,	  Keras	  
Simple	  and	  effec9ve	  workhorse	  for	  Transfer	  Learning	  	  

Output:	  	  
Vector	  of	  Likelihoods	  

	  for	  1000	  object	  classes	  
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Yolo:	  You	  only	  look	  once	  (2016)	  

YOLO	  poses	  object	  detec9on	  as	  a	  single	  regression	  problem	  that	  
es9mates	  bounding	  box	  coordinates	  and	  class	  probabili9es	  at	  
the	  same	  9me	  directly	  from	  image	  pixels.	  	  	  

making predictions. Unlike sliding window and region
proposal-based techniques, YOLO sees the entire image
during training and test time so it implicitly encodes contex-
tual information about classes as well as their appearance.
Fast R-CNN, a top detection method [14], mistakes back-
ground patches in an image for objects because it can’t see
the larger context. YOLO makes less than half the number
of background errors compared to Fast R-CNN.

Third, YOLO learns generalizable representations of ob-
jects. When trained on natural images and tested on art-
work, YOLO outperforms top detection methods like DPM
and R-CNN by a wide margin. Since YOLO is highly gen-
eralizable it is less likely to break down when applied to
new domains or unexpected inputs.

YOLO still lags behind state-of-the-art detection systems
in accuracy. While it can quickly identify objects in im-
ages it struggles to precisely localize some objects, espe-
cially small ones. We examine these tradeoffs further in our
experiments.

All of our training and testing code is open source. A
variety of pretrained models are also available to download.

2. Unified Detection

We unify the separate components of object detection
into a single neural network. Our network uses features
from the entire image to predict each bounding box. It also
predicts all bounding boxes across all classes for an im-
age simultaneously. This means our network reasons glob-
ally about the full image and all the objects in the image.
The YOLO design enables end-to-end training and real-
time speeds while maintaining high average precision.

Our system divides the input image into an S ⇥ S grid.
If the center of an object falls into a grid cell, that grid cell
is responsible for detecting that object.

Each grid cell predicts B bounding boxes and confidence
scores for those boxes. These confidence scores reflect how
confident the model is that the box contains an object and
also how accurate it thinks the box is that it predicts. For-
mally we define confidence as Pr(Object) ⇤ IOUtruth

pred . If no
object exists in that cell, the confidence scores should be
zero. Otherwise we want the confidence score to equal the
intersection over union (IOU) between the predicted box
and the ground truth.

Each bounding box consists of 5 predictions: x, y, w, h,
and confidence. The (x, y) coordinates represent the center
of the box relative to the bounds of the grid cell. The width
and height are predicted relative to the whole image. Finally
the confidence prediction represents the IOU between the
predicted box and any ground truth box.

Each grid cell also predicts C conditional class proba-
bilities, Pr(Class

i

|Object). These probabilities are condi-
tioned on the grid cell containing an object. We only predict

one set of class probabilities per grid cell, regardless of the
number of boxes B.

At test time we multiply the conditional class probabili-
ties and the individual box confidence predictions,

Pr(Classi|Object) ⇤ Pr(Object) ⇤ IOUtruth
pred = Pr(Classi) ⇤ IOUtruth

pred (1)

which gives us class-specific confidence scores for each
box. These scores encode both the probability of that class
appearing in the box and how well the predicted box fits the
object.

S × S grid on input

Bounding boxes + confidence

Class probability map

Final detections

Figure 2: The Model. Our system models detection as a regres-
sion problem. It divides the image into an S⇥S grid and for each
grid cell predicts B bounding boxes, confidence for those boxes,
and C class probabilities. These predictions are encoded as an
S ⇥ S ⇥ (B ⇤ 5 + C) tensor.

For evaluating YOLO on PASCAL VOC, we use S = 7,
B = 2. PASCAL VOC has 20 labelled classes so C = 20.
Our final prediction is a 7⇥ 7⇥ 30 tensor.

2.1. Network Design

We implement this model as a convolutional neural net-
work and evaluate it on the PASCAL VOC detection dataset
[9]. The initial convolutional layers of the network extract
features from the image while the fully connected layers
predict the output probabilities and coordinates.

Our network architecture is inspired by the GoogLeNet
model for image classification [34]. Our network has 24
convolutional layers followed by 2 fully connected layers.
Instead of the inception modules used by GoogLeNet, we
simply use 1⇥ 1 reduction layers followed by 3⇥ 3 convo-
lutional layers, similar to Lin et al [22]. The full network is
shown in Figure 3.

We also train a fast version of YOLO designed to push
the boundaries of fast object detection. Fast YOLO uses a
neural network with fewer convolutional layers (9 instead
of 24) and fewer filters in those layers. Other than the size
of the network, all training and testing parameters are the
same between YOLO and Fast YOLO.

Redmon,	  J.,	  Divvala,	  ,	  S.,	  Girshick,	  R.,	  et	  al.	  You	  only	  look	  once:	  Unified,	  real-‐Fme	  
object	  detecFon.	  In	  :	  CVPR	  2016.	  p.	  779-‐788.	  	  
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Yolo:	  You	  only	  look	  once	  (2016)	  

A	  single	  convolu9onal	  network	  simultaneously	  predicts	  mul9ple	  
bounding	  boxes	  and	  class	  probabili9es	  for	  each	  box.	  	  

From	  Kim,	  J.	  and	  Cho,	  J.	  Exploring	  a	  MulFmodal	  Mixture-‐Of-‐YOLOs	  Framework	  for	  
Advanced	  Real-‐Time	  Object	  DetecFon.	  Applied	  Sciences,	  2020,	  vol.	  10,	  no	  2,	  p.	  612.	  	  
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Genera9ve	  and	  Discrimina9ve	  Networks	  

Deep learning was originally invented for recognition.  
The same technology can be used for generation.  
Examples:    Natural sounding speech 

    Natural Language 
    Synthetic images  
    Robot animation 
    Realistic talking heads (Deep Fake!) 28	  

Discriminative Networks:  
Does data X contain class y?	  

Generative Networks:  
Generate pattern X for class y	  



Autoencoder	  

29	  

An	  Autocoder	  learns	  to	  reconstruct	  (generate)	  clean	  copies	  of	  data	  without	  
noise.	  	  Key	  concepts:	  	  

	  1)	  Training	  data	  is	  target.	  Error	  is	  difference	  between	  input	  and	  output	  
	  2)	  Scalable	  to	  any	  quan9ty	  of	  data	  using	  Back	  Propaga9on	  
	  3)	  Compresses	  the	  training	  data	  into	  a	  minimum	  number	  of	  	  
	   	  independent	  hidden	  units	  (Code	  vector)	  



AutoEncoders	  

30	  

Autoencoders	  were	  originally	  used	  to	  compute	  principal	  component	  analysis,	  
using	  least	  squares	  reconstruc9on	  error.	  	  
	  
Adding	  a	  informa9on	  theore9c	  “sparsity	  term”	  	  to	  the	  cost	  func9on	  provides	  
independent	  components	  analysis,	  providing	  unsupervised	  learning	  of	  classes	  
from	  data.	  
	  	  



Varia9onal	  Autoencoder	  

31	  

A	  VAE	  can	  be	  used	  to	  generate	  synthe9c	  output.	  	  
Example:	  	  
1)  Train	  VAE	  on	  dancers	  doing	  the	  same	  dance.	  	  

	  =>	  Code	  	  represents	  posture	  
2)  Drive	  decoder	  of	  a	  dancer	  from	  encoder	  of	  another.	  	  



Genera9ve	  Adversarial	  Networks	  

Unsupervised	  compe99ve	  learning	  between	  a	  
Genera9ve	  and	  a	  Discrimina9ve	  network	  
	  	  

Can	  be	  used	  to	  generate	  DeepFake,	  Realis9c	  Speech	  synthesis,	  
photo	  Realis9c	  images	  (Hot	  topic	  at	  the	  IJCAI	  2018)	  
	  

32	  



Auto-‐encoders	  enable	  	  
Self	  Supervised	  learning	  

Self-‐supervised	  learning	  is	  a	  form	  of	  unsupervised	  learning	  reconstruc9ng	  
data.	  The	  data	  	  its	  the	  ground	  truth.	  	  
	  
The	  system	  learns	  to	  reconstruct	  missing	  parts	  in	  the	  data	  (missing	  token	  
replacement),	  and	  to	  predict	  the	  next	  data	  (next	  token	  predic:on).	  	  
	  
Self	  supervised	  learning	  can	  poten9ally	  unlock	  all	  recorded	  human	  knowledge	  
to	  machine	  learning.	  
	   33	  



Auto-‐encoders	  enable	  	  
Self	  Supervised	  learning	  

Auto-‐encoders	  can	  trained	  with	  missing	  token	  replacement	  be	  
used	  to	  correct	  spelling	  errors,	  replace	  missing	  words,	  and	  
improve	  grammar	  or	  style.	  	  
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Recurrent	  Networks:	  	  

Auto	  encoders	  can	  also	  be	  used	  for	  natural	  language	  processing,	  
by	  capturing	  the	  “meaning”	  of	  a	  word	  or	  sentence	  for	  example,	  
decoding	  the	  meaning	  in	  different	  language.	  	  
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Acen9on	  Extends	  Time	  for	  Recurrent	  Networks	  	  

AEen:on	  was	  originally	  proposed	  as	  a	  soO	  search	  mechanism	  to	  extend	  
the	  temporal	  range	  of	  Recurrent	  Networks	  (Bahdanau	  et	  al	  2015).	  

D.	  Bahdanau,	  K.	  Cho,	  and	  Y.	  Bengio.	  Neural	  Machine	  Transla9on	  by	  Jointly	  Learning	  to	  Align	  and	  
Translate.	  In	  3rd	  Interna9onal	  Conference	  on	  Learning	  Representa9ons,	  2015	  	  	  

	  

h(t) h(t-n+1) h(t-n) fW(-) fW(-) fW(-) fW(-) fW(-) 

x(t) 

O(t) 

… h(t-1) 
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Self	  Supervised	  Learning	  with	  Transformers	  

In	  2017,	  a	  revolu9onary	  paper	  by	  Vaswani	  et	  al	  [1]	  from	  Google	  
showed	  that	  the	  deep	  convolu9onal	  and	  recurrent	  networks	  
using	  layers	  of	  could	  be	  completely	  replaced	  with	  stacked	  auto-‐
encoders	  using	  self-‐acen9on.	  	  
	  
	  

From	  Jay	  Alamar,	  The	  Illustrated	  Transformer:	  hcp://jalammar.github.io/illustrated-‐transformer/	  
[1]	  Vaswani,	  A.,	  Shazeer,	  N.,	  Parmar,	  N.,	  Uszkoreit,	  J.,	  Jones,	  L.,	  Gomez,	  A.	  N.,	  Kaiser,	  L.	  and	  
Polosukhin,	  I.	  .	  Acen9on	  is	  all	  you	  need.	  2017	  
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Transformers	  use	  acen9on	  	  
to	  associate	  mutually	  relevant	  en99es	  

Self-‐aEen:on	  associates	  words	  in	  
a	  sentence	  or	  paragraph	  in	  order	  
to	  provide	  context	  for	  a	  more	  
abstract	  representa9on	  and	  
establish	  meaning.	  	  
	  

	  Jay	  Alammar,	  The	  Illustrated	  Transformer	  (hcp://jalammar.github.io/illustrated-‐transformer/)	  	  

!
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The	  Transformer	  Architecture	  

	  Jay	  Alamar,	  The	  Illustrated	  Transformer:	  hcp://jalammar.github.io/illustrated-‐transformer/	  
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Transformers Stack multiple layers 
of Encoder-Decoders to describe a 
signal a multiple levels of  
abstraction.   
 
At each layer, tokens are associated 
using Self-Attention.  
 
Transformers have become the 
dominant approach for natural 
language processing (NLP).  



From:	   	   Ye	  et.	  Al.	   “Cross-‐Modal	   Self-‐Acen9on	  Network	   for	  Referring	   Image	   Segmenta9on”,	   cvpr	  
2019,	  IEEE	  Conf.	  on	  Computer	  Vision	  and	  Pacern	  Recogni9on,	  June,	  2019.	  

Cross-Modal Self-Attention Network for Referring Image Segmentation

Linwei Ye† Mrigank Rochan† Zhi Liu‡∗ Yang Wang†∗

†University of Manitoba, Canada ‡Shanghai University, China
{yel3, mrochan, ywang}@cs.umanitoba.ca liuzhi@staff.shu.edu.cn

Abstract

We consider the problem of referring image segmenta-

tion. Given an input image and a natural language ex-

pression, the goal is to segment the object referred by the

language expression in the image. Existing works in this

area treat the language expression and the input image sep-

arately in their representations. They do not sufficiently

capture long-range correlations between these two modali-

ties. In this paper, we propose a cross-modal self-attention

(CMSA) module that effectively captures the long-range

dependencies between linguistic and visual features. Our

model can adaptively focus on informative words in the re-

ferring expression and important regions in the input image.

In addition, we propose a gated multi-level fusion module

to selectively integrate self-attentive cross-modal features

corresponding to different levels in the image. This mod-

ule controls the information flow of features at different lev-

els. We validate the proposed approach on four evaluation

datasets. Our proposed approach consistently outperforms

existing state-of-the-art methods.

1. Introduction

Referring image segmentation is a challenging problem
at the intersection of computer vision and natural language
processing. Given an image and a natural language expres-
sion, the goal is to produce a segmentation mask in the im-
age corresponding to entities referred by the the natural lan-
guage expression (see Fig. 4 for some examples). It is worth
noting that the referring expression is not limited to specify-
ing object categories (e.g. “person”, “cat”). It can take any
free form language description which may contain appear-
ance attributes (e.g. “red”, “long”), actions (e.g. “standing”,
“hold”) and relative relationships (e.g. “left”, “above”), etc.
Referring image segmentation can potentially be used in a
wide range of applications, such as interactive photo editing
and human-robot interaction.

A popular approach (e.g. [10, 15, 22]) in this area is to

∗Zhi Liu and Yang Wang are the corresponding authors

Figure 1. (Best viewed in color) Illustration of our cross-modal

self-attention mechanism. It is composed of three joint operations:

self-attention over language (shown in red), self-attention over im-

age representation (shown in green), and cross-modal attention be-

tween language and image (shown in blue). The visualizations of

linguistic and spatial feature representations (in bottom row) show

that the proposed model can focus on specific key words in the

language and spatial regions in the image that are necessary to

produce precise referring segmentation masks.

use convolutional neural network (CNN) and recurrent neu-
ral network (RNN) to separately represent the image and
the referring expression. The resultant image and language
representations are then concatenated to produce the final
pixel-wise segmentation result. The limitation of this ap-
proach is that the language encoding module may ignore
some fine details of some individual words that are impor-
tant to produce an accurate segmentation mask.

Some previous works (e.g. [17, 20]) focus on learning
multimodal interaction in a sequential manner. The visual

10502

Cross-‐Modal	  Self-‐Acen9on	  
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	  When	  used	  with	  mul9ple	  
modali9es,	  self-‐aEen:on	  
determines	  mutually	  relevant	  
informa9on.	  	  	  
	  
Self-‐acen9on	  can	  be	  used	  to	  
relate	  words	  to	  image	  patches	  as	  
well	  as	  other	  words.	  	  



Extensions	  to	  Vision	  and	  Speech	  

Transformers	  are	  rapidly	  replacing	  Deep	  Recurrent	  Networks	  and	  
Convolu9onal	  networks	  for	  Speech	  Recogni:on	  and	  Computer	  
Vision.	  	  
	  

Transformer Architecture

Only encoder Encoder-decoder

DETR

[1]Dosovitskiy, A., Beyer, L., Kolesnikov, A., Weissenborn, D., Zhai, X., Unterthiner, T., Dehghani, M., Minderer, M., Heigold, G., Gelly, S., et al. (2020). An image is worth 16x16 words: Transformers for image recognition at scale. arXiv preprint arXi
[2]Carion, N., Massa, F., Synnaeve, G., Usunier, N., Kirillov, A., & Zagoruyko, S. (2020, August). End-to-end object detection with transformers. In European Conference on Computer Vision (pp. 213

Classification: ViT[1], DeiT, PVT, MsViT, Swin-T 
Object detection: PVT
Segmentation: DINO

3

Object detection: DETR[2], deformable DETR
Tracking: TransCenter, …

Chang,	  F.	  J.,	  Radfar,	  M.,	  Mouchtaris,	  A.,	  King,	  B.,	  &	  
Kunzmann,	  S.	  (2021,	  June).	  End-‐to-‐End	  Mul9-‐Channel	  
Transformer	  for	  Speech	  Recogni9on.	  In	  ICASSP	  2021-‐2021	  
IEEE	  InternaFonal	  Conference	  on	  AcousFcs,	  Speech	  and	  
Signal	  Processing	  (ICASSP)	  (pp.	  5884-‐5888).	  IEEE,	  2021	  
	  

Dosovitskiy,	  A.,	  Beyer,	  L.,	  Kolesnikov,	  A.,	  Weissenborn,	  
D.,	   Zhai,	   X.,	   Unterthiner,	   T.,	   Dehghani,	  M.,	  Minderer,	  
M.,	  Heigold,	  G.,	  Gelly,	  S.	  and	  Uszkoreit,	  J.	  An	  image	  is	  
worth	   16x16	   words:	   Transformers	   for	   image	  
recogni9on	  at	  scale.	  ICLR,	  2021	  
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Mul9modal	  Percep9on	  with	  Transformers	  

Recent	  results	  indicate	  that	  Transformers	  are	  well	  adapted	  for	  	  
mul:-‐modal	  Percep:on,	  Robo:cs	  and	  Human-‐Computer	  Interac:on	  	  
	  

Pashevich,	  A.,	  Schmid,	  C.	  and	  Sun,	  C.,	  Episodic	  Transformer	  for	  Vision-‐and-‐Language	  Naviga9on,	  Int.	  
Conf.	  on	  Computer	  Vision,	  	  ICCV	  2021,	  	  Oct.	  2021.	   42	  



What	  happens	  next?*	  

What	  domains	  are	  most	  suitable	  for	  economic	  
and	  societal	  rupture	  from	  AI	  technologies?	  
	  
	  
*“predic9ons	  are	  always	  difficult,	  especially	  about	  the	  future”	  	  	  
-‐	  Niels	  Bohr	  (or	  was	  it	  Yogi	  Berra?,	  or	  Mark	  Twain?)	  
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AI	  is	  the	  fire.	  Data	  is	  the	  fuel.	  	  

	  
To	  predict	  AI	  innova9on,	  look	  for	  the	  data	  	  (Kai	  Fu	  Lee).	  	  

	  
Five	  Waves	  of	  rupture	  from	  innova9on	  through	  AI	  
1.  Internet	  AI	  and	  “AI	  as	  a	  Service”	  	  (2015	  –	  2025)	  (US	  and	  China)	  
2.  Enterprise	  AI	  	  	  (2015	  –	  2025)	  	  (US	  leads)	  
3.  Mobile	  AI	  using	  Smart	  Phones	  	  	  (2015	  –	  2025)	  (China	  leads)	  
4.  Ubiquitous	  Percep9on	  and	  Interac9on	  	  (2020	  –	  2030)	  
5.  Autonomous	  AI	  Systems.	  	  (2025	  –	  2035)	  

USA,	  China,	  and	  Europe	  are	  unevenly	  posi9oned	  to	  profit	  or	  suffer	  
from	  each	  wave.	  	  
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Poten9al	  Innova9ons	  from	  AI	  

AI:	  Human	  level	  ability	  at	  interac9on	  
	  

Interac9on	  with	  People:	  	  
	  =>	  	  Educa9on,	  Entertainment,	  Healthy	  living,...	  

Interac9on	  with	  the	  Physical	  World:	  	  
	  =>	  Robo9cs,	  Transporta9on,	  Manufacturing,	  …	  

Interac9on	  with	  Systems:	  	  
	  =>	  	  Smart	  Buildings,	  Smart	  City,	  Smart	  Roads,…	  

Interac9on	  with	  Informa9on:	  	  
	  =>	  	  Virtual	  Personal	  Assistant,	  travel	  planning,	  …	  
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New	  Categories	  of	  interac9ve	  Systems	  
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Affectors 

 
 

Inspire affection.   
Compensate for a loss of social contact. 
Examples:  Aibo, Nao, Paro, ... 

Media  

 

 

Extend human perception and experience. 
Can be interactive or peripheral 
Provide a sense of immersion.  
Examples: Ambient Orb (Rose 14) 
 

Advisors 
 

Propose courses of actions.  
Completely obedient.  Do not act.  
Avoid unwanted distractions.   
Example: GPS Navigation system  
 



Affectors	  	  

Mul:modal	  percep:on	  of	  affect	  and	  Deep	  Reinforcement	  Learning	  	  
can	  be	  used	  to	  learn	  ac9ons	  for	  s9mula9ng	  Affec9on.	  	  
	  
Used	  with	  affec9ve	  compu9ng,	  can	  be	  adapted	  to	  any	  interac9on.	  	  
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Affectors:	  	  Objects	  that	  interact	  to	  inspire	  affec9on	  



Media:	  	  	  Augmented	  Reality	  

Current	  AR	  technology:	  	  Displayed	  informa9on	  is	  “pre-‐programmed”	  
	  
With	  AI	  and	  Machine	  learning:	  	  
•  Computer	  vision	  can	  learn	  to	  recognize	  new	  phenomena	  
•  Mul9-‐modal	  interac9on	  and	  Reinforcement	  Learning	  can	  be	  used	  

to	  learn	  the	  appropriate	  informa9on	  to	  display	  
48	  



Advisors:	  Cogni9ve	  Compu9ng	  

Transformers	  can	  be	  trained	  with	  domain	  knowledge	  to	  serve	  as	  
expert	  advisors	  about	  a	  scien9fic	  literature.	  	  
	  
What	  are	  key	  references	  to	  read	  about	  <x>?	  
Has	  anyone	  published	  data	  on	  this	  phenomena?	  
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AI	  Chatbots	  with	  Transformers	  

Intelligent	  Chatbots:	  Can	  be	  trained	  on	  any	  recorded	  literature.	  
	  
Example:	  	  Replika.	  	  Based	  on	  OpenAI’s	  GPT-‐3	  transformer,	  
Replika	  was	  trained	  on	  emails	  and	  text	  chats	  from	  a	  programmers’	  
deceased	  friend,	  and	  learned	  a	  realis9c	  imita9on	  of	  the	  language	  
pacerns.	  	  

Textbooks,*
The*Internet*

Domain*
Knowledge*

*
Transformer*

*

AI*domain*
expert*

Domain*Knowledge**
Curator*

Users*
Text,*
*speech*
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Transformers	  Can	  be	  used	  for	  Intelligent	  Advisors	  

Transformers	  can	  encodes	  knowledge	  from	  any	  wricen	  source	  (textbooks,	  
literature,	  the	  internet)	  to	  generate	  a	  domain	  expert	  advisor	  program	  (an	  expert	  
system!)	  
	  
Example	  domains:	  	  Medical,	  Legal,	  Financial,	  Scien9fic,	  Programming,	  ….	  
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Text,*
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Intelligent	  Advisors:	  	  
A	  Tool	  	  for	  Monitoring	  the	  Scien9fic	  Literature	  

Transformers	  can	  poten9ally	  provide	  a	  tool	  to	  provide	  advice	  and	  guidance	  in	  
monitoring	  the	  scien9fic	  literature.	  	  
	  
Intelligent	  advisors	  would	  NOT	  discover	  new	  concepts,	  but	  COULD	  provide	  a	  tool	  
to	  augment	  human	  intelligence.	  	  
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*speech*
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Beyond	  Advisors:	  	  

Collabora9ve	  Intelligent	  Systems	  

Collabora:on	  is	  a	  process	  where	  two	  or	  more	  actors	  (agents)	  work	  together	  
in	  order	  to	  achieve	  some	  shared	  goals.	  
	  
Collabora:ve	  Intelligent	  Systems	  are	  intelligent	  systems	  that	  work	  with	  
humans	  as	  partners	  to	  achieve	  a	  common	  goal,	  sharing	  a	  mutual	  
understanding	  of	  the	  abili9es	  and	  respec9ve	  roles	  of	  each	  other.	  	  
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Empowering	  	  humans	  with	  AI.	  

Collabora9ve	  Intelligent	  Systems	  

Challenge:	  	  Build	  collabora9ve	  intelligent	  systems	  that	  work	  
synergis9cally	  with	  human	  user.	  	  Human	  and	  system	  each	  play	  roles	  
suited	  for	  their	  abili9es:	  	  
	  
System:	  	   	  Collect,	  analyze	  and	  display	  massive	  volumes	  of	  data	  

	   	   	  Detect	  anomalous	  phenomena,	  advise	  about	  literature.	  
	  
Human:	   	  Determine	  challenges	  where	  theories	  and	  models	  fail.	  

	   	   	  Generate	  conceptual	  understanding.	  	  
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Conclusions:	  	  

•  Intelligence	  is	  human-‐level	  performance	  at	  interac9on.	  
•  Machine	  Learning	  is	  a	  rupture	  technology	  for	  Ar9ficial	  

Intelligence.	  

•  Machine	  Learning	  is	  made	  possible	  by	  	  planetary	  scale	  data,	  and	  
massive	  scale	  	  compu9ng	  using	  GPUs,	  TPUs	  and	  ASICs	  

•  Transformers	  (Stacked	  auto-‐encoders	  trained	  with	  self-‐supervised	  
learning)	  open	  all	  recorded	  literature	  to	  Ar9ficial	  Intelligence	  

•  Ar9ficial	  Intelligence	  can	  provide	  Affectors,	  Media	  and	  Advisors	  

•  For	  Innova9on:	  if	  AI	  is	  the	  fire,	  data	  is	  the	  fuel.	  

	  
	  
	  
*TPU:	  Tensor	  Processing	  Units.	  	  ASIC:	  Applica9on	  Specific	  integrated	  Circuits	  
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